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Executive Summary 
Artificial intelligence is shaping up to be one of the most consequential technologies in human 
history. Consistent with the general approach of the U.S. to technology, AI-related policy must not 
be overly broad or restrictive. It must leave room for future development and progress of frontier 
models. At the same time, the U.S. needs to seriously reckon with the national security risks of AI 
technology. To that end, this report serves as a primer on the history of AI development and the 
principles that can guide future policymaking. 

Part 1 details the recent history of AI and the major policy issues concerning the technology, 
including the methods of evaluating the strength of AI, controlling AI systems, the possibility of 
AI agents, and the global competition for AI. Part 2 proposes four key principles that can shape 
the future of AI and the policies that accompany them. These are:

1.	 The U.S. must retain, and further invest in, its strategic lead in AI development. 
This can be achieved by defending top American AI labs from hacking and espionage; 
dominating the market for top AI talent; deregulating energy production and data-center 
construction; jump-starting domestic advanced chip production; and restricting the flow 
of advanced AI technology and models to adversarial countries.

2.	 The U.S. must protect against AI-powered threats from state and non-state actors. This 
can be done by evaluating models with special attention to their weapons applications; 
conducting oversight for AI training of only the strongest models; defending high-
risk supply chains; and implementing mandatory incident reporting when AIs do not 
function as they should. 
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3.	 The U.S. must build state capacity for AI. This can be achieved by making greater 
investments in the federal departments that research AI and that would be tasked with 
the evaluations, standardizations, and other policies suggested in this report; recruiting 
top AI talent into government; increasing investment in AI research in neglected domains; 
standardizing the policies for how the three leading AI labs intend to pursue their AI 
research in the event that issues arise with new, frontier models; and encouraging the 
use of AI in the federal government.

4.	 The U.S. must protect human integrity and dignity in the age of AI. To that end, 
government should monitor the current and future impacts of AI on job markets. 
Furthermore, government should ban nonconsensual deepfake pornographic material 
and require the disclosure of the use of AI in political advertising (though not ban it). 
Because of AI’s ability to manipulate an image of a human being, attention must be paid 
to preventing malicious psychological and reputational damage to an AI model’s subject. 

Introduction 
OpenAI’s ChatGPT launched on November 30, 2022.1 In just two months, the chatbot gained 
approximately 100 million users—among the fastest product adoptions in the Internet’s history. 
In the following 18 months, many more advanced models were released. 

As this report will detail, there are good reasons to think that artificial intelligence (AI) will continue 
to progress rapidly. Creating artificial general intelligence (AGI)—systems that could perform 
equal to, or better than, humans in cognitive tasks across domains and could automate much of 
the economy—is the stated mission of OpenAI.2 The CEOs of all the leading AI labs, including 
Sam Altman of OpenAI, Demis Hassabis3 of DeepMind, and Dario Amodei4 of Anthropic, say 
that they plan for AGI or AGI-like systems before the end of this decade. 

If progress continues, AI could become one of the most consequential technologies in human 
history. Advanced AI systems could replicate the work of white-collar workers like accountants 
and data scientists, operate vehicles from cars to military aircraft, conduct scientific research, and 
make novel discoveries. Access to advanced AI systems may become a decisive economic and 
strategic advantage. 

Already there are calls to “regulate AI.” As of April 2024, lawmakers had introduced more than 
680 AI bills on the state and federal levels.5 Many of these efforts are misplaced and overly broad. 
Government should not regulate chatbots saying “bad” words, nor should they stifle the industry 
with gratuitous regulation. AI systems have already been part of many technologies for years, 
without consequence. Every smartphone provider integrates AI into image capture and typing. 
Many new AI systems will simply be smarter versions of existing software, like file systems that 
organize themselves or better grammar suggestions in word processing. In these cases, the U.S.’s 
hands-off approach has been appropriate and successful. More scrutiny would impose needless 
costs on this developing technology. 

It is imperative that U.S. technologists and labs continue to lead the world in AI development. 
Therefore, government involvement in AI should focus on threats to national security—chiefly, 
those posed by frontier models and AIs built for military applications. Current models have already 
enabled a wave of cybercrime; future ones will be instrumental military assets.6 
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A good AI policy balances two goals in tension with each other: first, retain the American advantage 
by supporting our labs and deregulating key bottlenecks; and second, prevent AI companies from 
compromising our national security and public safety. Pursuing those goals would also rapidly 
integrate and employ AI advances in government and defense. 

Good policy is an urgent need, as both the technology and legislative debate are advancing rapidly. 
In June 2023, Missouri senator Josh Hawley introduced his guiding principles for regulating AI;7 
in October 2023, the Biden administration issued a wide-ranging executive order on AI;8 and in 
late 2023, a bipartisan group of four senators hosted nine “AI Insight forums.”9 In March 2024, 
Reps. Anna Eshoo and Neal Dunn released legislation targeted at deepfakes;10 and Senator Mitt 
Romney and some of his colleagues released a “Framework for Mitigating Extreme AI Risks” in 
April.11 Donald Trump called AI “the most dangerous thing out there” earlier this year.12 The 
public is taking notice, too. Recent polling from AI Policy Institute suggests that a plurality of 
voters now believe that AI is an “extremely important” issue in public policy.13 

Lawmakers will need to address the national security issues created by AI, but stifling the U.S. AI 
industry is anathema to any reasonable goal. By focusing only on national security and other acute 
issues, such as deepfake fraud and nonconsensual pornography, we can leave as large an area for 
experimentation and development as possible. 

It will be decisive for national security that the U.S. retains a lead on frontier AI, which means 
supporting the U.S.’s continued leadership in AI through investments in energy and infrastructure, 
while also ensuring that top AI labs are secure against foreign infiltration and espionage. 

In Part 1 of this report, I summarize recent AI advances and relevant issues for AI policymaking. 
In Part 2, I suggest a framework of principles and associated policies that the next administration 
should take on AI. 

Part 1: Understanding  
Artificial Intelligence
The Recent Wave of AI

For many years, “AI” was used as a marketing term, disconnected from real developments. Depending 
on how broadly “artificial intelligence” was defined, practitioners could point to any number of 
software applications, from autocorrect to spam filters. 

Fundamentally, AI is about automating cognitive labor. Just as a flour mill automates labor by 
having a machine take over the physical task of grinding grains into flour, freeing up the human 
baker for other tasks, AI automates labor by having a machine take over cognitive tasks from a 
human being. 

Early “AI” systems were simply complex series of rules or simple math and statistics. Calculators, 
for example, used automated cognitive labor in a very narrow sense. Spam filters, much later, 
automated the identification of spam using statistics algorithms, considering the likelihood of an 
e-mail being spam or not spam, given each word used in the e-mail. 
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The recent breakthroughs in AI are powered by “machine learning,” techniques that allow a 
computer to learn by processing data. In particular, “deep learning” (a subset of machine learning) 
uses artificial neural networks that are many layers deep, using vast amounts of computing power 
and data.14 

In the mid-2010s, deep learning efforts began to take off with a string of major successes, a decade 
before ChatGPT brought public attention to the field. AlexNet, a breakthrough model in 2012, 
was able to recognize images with a far higher degree of accuracy than any earlier system.15 Now 
undergraduate computer-science students build AIs that can accurately recognize, for example, 
whether an image has a dog in it—something virtually impossible before 2010. The technology 
advanced rapidly from there (Figure 1). In 2016, Google DeepMind’s AlphaGO beat the Go 
world champion, applying similar techniques to a very different domain.16 Less than a year later, 
its successor AlphaZero was able to achieve superhuman play and beat the world champion AIs 
(and human players) in Go, chess, and shogi within 24 hours.

Figure 1

Training Compute of Notable AI Models over Time

Source: Screenshot from Jamie Sevilla et al., “Compute Trends Across Three 
Eras of Machine Learning,” Epoch AI, Feb. 16, 2022

The most recent AI developments have come in the form of large language models, or LLMs, 
trained on huge quantities of words. LLMs improved from basically useless to highly capable in a 
matter of a few years. When GPT-2 was released in 2019, its summaries were not much better than 
pulling random sentences from an article. When GPT-3.5 powered ChatGPT three years later, it 
was highly useful for tasks, from summarization to computer programming.17 For the first time, 
casual users were able to query the AI and get useful help on a wide range of tasks. 
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In March 2023, less than 12 months after ChatGPT’s release, OpenAI released its next generation 
LLM, GPT-4,18 and many more companies joined the race with their own LLMs. These include 
Facebook’s Llama-2, Anthropic’s Claude 2, and Google’s Gemini. GPT-4 was far more generally 
capable than its predecessor, GPT-3.5: it went from the 40th percentile on the LSAT to the 88th, 
from the 25th percentile on the quantitative section of the GRE to the 80th (Table 1).19 In five 
years, LLMs evolved from glimmers of semantic comprehension to, in the words of its creators, 
“sparks of artificial general intelligence.”20

Table 1

Performance on Standardized Tests, Percentile 
Compared with Human Test-Takers 

GPT-4 (2023) GPT-3.5 (2022)

Uniform Bar Exam 90th 10th

LSAT 88th 40th

SAT 97th 87th

GRE (Verbal) 99th 63rd

GRE (Quantitative) 80th 25th

U.S. Biology 
Olympiad

99th 32nd

AP Calculus BC 51st 3rd

AP Chemistry 80th 34th

AP Macroeconomics 92nd 40th

AP Statistics 92nd 51st

Source: Leopold Aschenbrenner, Situational Awareness, Situational-Awareness.
AI, June 2024, 16; “GPT-4,” OpenAI, Mar. 14, 2023

Since GPT-4’s release, AI progress has continued. In January 2024, DeepMind used a modified 
LLM, AlphaGeometry, to complete International Math Olympiad problems, written for the 
smartest mathematics students around the world.21 It solved 25/30, just shy of the gold-medal 
level. In March 2024, Anthropic released Claude 3 Opus, which, by some accounts, is the first 
model to surpass GPT-4.22 

Progress is so rapid that creators of benchmarks—tests designed to measure AI systems’ capabilities—
have a hard time keeping up. Through GPT-4, the central benchmark for leading AI systems 
was Massive Multitask Language Understanding (MMLU), a data set of 10,000 high school and 
college test questions across 57 subjects.23 However, now that GPT-4 exceeds 86% across these 
high school and college tests (by contrast, GPT-2’s performance was essentially random chance), 
this tool is far less useful. 

Currently, one of the few benchmarks that is even difficult enough to provide a calibrated 
measurement of state-of-the-art models is the Graduate-Level Google-Proof Q&A Benchmark 
(GPQA),24 which contains biology, physics, and chemistry questions at a PhD level. Experts who 
have PhDs in the relevant domain get 70%–80% accuracy. However, PhDs in an adjacent domain, 
even with the ability to spend more than 30 minutes with Google and the web, only get around 
35% accuracy (barely above randomly picking one multiple-choice option). Claude 3 Opus can 
score up to 59.5%25—not far from expert PhDs.
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AI Progress Is Expected to Continue

To many AI researchers, these advances are no surprise. In fact, they were suggested by the “scaling 
laws” of AI,26 which predict AI progress, given the size of an AI, the amount of data that it trains 
on, and the computing power used in that training. These laws have a staggering implication: by 
simply “scaling up” current methods, with more size, data, and computing power, stronger AIs 
will continue to be produced.27 This is the trend that we have already seen from GPT-2 to GPT-
4: a system that could barely babble to one that can score in the 90th percentile on the SATs in 
three years.28 

Scaling laws suggest that highly advanced AIs—even ones that we might call true artificial general 
intelligence—might arrive without fundamental breakthroughs. According to surveys of AI experts, 
many researchers have become more convinced that “high level machine intelligence”29 (HLMI) 
will arrive soon, and they are shortening their time-frame estimates in subsequent surveys (Figure 
2). Leaders of labs seem to be even more bullish, with most stating the possibility of HLMI or 
AGI being created within the decade. 

Figure 2

Probability of HLMI, 2022 v. 2023 Survey Results

Source: Screenshot from “2023 Expert Survey on Progress in AI,” AI Impacts, Aug. 17, 2023

The power of scaling suggests that AI labs are poised to make leaps as dramatic as the one from 
GPT-2 to GPT-4 in the next five years. Qualitatively, that could mean something like a jump from 
the knowledge of a smart high schooler to a leading professor in the field. Not only will models 
themselves get smarter, but they will also be employed more effectively. Rather than simply 
being a chatbot, these models are beginning to be integrated into larger systems that give them 
tools like increased memory, the ability to act autonomously, and the ability to spend more time 
considering difficult problems. 
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Labs are making extraordinary investments to realize this possibility. Amazon recently purchased 
a nuclear-powered data center in Pennsylvania for $650 million. Even more staggering, OpenAI 
and Microsoft are rumored to be planning to create a $100 billion supercomputer,30 which would 
be among the largest capital investments ever made by a private company, rivaling the cost of the 
International Space Station. The scale and nature of these investments strongly suggest that the 
concept of sustained, accelerated AI advancement is not merely an academic speculation but a 
highly plausible, if not probable, near-future scenario.

AI Policy Issues
Narrow vs. Broadly Capable AI Systems

Advanced LLMs can be called “broadly capable AIs,” referring to the fact that they can complete a 
wide range of tasks, from writing code to editing papers to playing games. Broadly capable AIs can 
be distinguished from “narrow” AI systems, useful for assisting in specific tasks, such as breast cancer 
detection or facial recognition, but incapable of generalizing to other problems. Other narrow AIs 
specialize in translation, facial identification, chess playing, protein folding, and image generation. 

Narrow AI systems are largely continuous with current trends in computer software. In most 
cases, they should remain largely unregulated. In certain cases, such as medical, financial, and legal 
advice, narrow AI systems could, if necessary, be regulated within existing regimes. 

Two classes of AI systems require scrutiny. The first is narrow AI systems that are designed for 
military and intelligence purposes or could be weaponized. The second is advanced, broadly 
capable AI systems, which may intentionally or inadvertently contain capabilities with great 
military or other national security implications. Because these models have such a wide range of 
capabilities, their potential offensive applications are numerous: they could be used for developing 
further weapons technologies, planning attacks, allowing drones and other vehicles to operate 
autonomously, implementing cyberattacks, and more. Broadly capable AIs could also have military-
adjacent applications that are useful to hostile governments, including the spread of political 
propaganda, the proliferation of systems like advanced facial recognition that are deployed for 
political oppression, and assisting in money laundering and cybercrime, among other things. 
Not only do these increase the risk of direct conflict, but highly autonomous AI systems could 
introduce further, unintended impacts.

Evaluating AI Systems

Perhaps the key fact to know about modern, broadly capable AI systems is that nobody—including 
the researchers who create them—knows the exact capabilities that a new AI will have. Scaling 
laws predict the general strength of an AI, in a measure known as the loss function; but we do 
not know how much better a next-generation AI will perform at various tasks until it is made and 
tested31—part and parcel with the deep learning approach. You do not know exactly what an AI 
has learned in its training process. 

Therefore, a new field of AI evaluations (often referred to as “evals”) has emerged. These evaluations 
consist of interfacing with an AI to test its abilities, both in terms of how it could be useful and 
how it could be potentially harmful. Conducting high-quality safety evaluations was a key part of 
the national and international agenda agreed upon in the Bletchley Declaration,32 the statement 
on AI risks and opportunities signed by countries that attended the U.K.’s AI Safety Summit in 
November 2023. Signatories include the U.S., the U.K., and China. 
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The ecosystem for evaluations is rapidly evolving, and how exactly it will be structured remains 
unclear. Generally speaking, evaluations are first conducted within AI developers’ labs, as they 
test their new models. The evaluations are usually later “red-teamed” by nonprofit partners, 
meaning that they attempt to use the AI system for nefarious acts and detect vulnerabilities or 
opportunities for malicious use. Model Evaluation and Threat Research (METR) is one of the 
most prominent of these partners, working with OpenAI, Anthropic, and Google DeepMind.33 
When GPT-4 and Claude were released, METR piloted evaluations of those models’ ability to 
write phishing e-mails, hire humans to solve Captchas, and autonomously replicate themselves, 
among other things.34 Labs may also work with industry-specific evaluation partners. For example, 
OpenAI worked with the biosecurity consultancy Gryphon Scientific to test GPT-4’s capabilities 
on biological weapon design and creation tasks.35 

Government agencies like the new U.S. and U.K. AI Safety Institutes, as well as the EU AI Office, are 
becoming involved in the evaluations, especially those involving sensitive or classified information, 
either directly or through their contractors. As future AI systems will become key national security 
assets, evaluations will be a crucial starting point for understanding when and how models can 
be employed or should have their proliferation limited.

Because broadly capable AIs bring with them new applications, each generation of AI has the 
potential to introduce new military possibilities, which is a key risk of AI development—that a new 
AI proliferates impactful offensive capabilities, perhaps without even the knowledge or intention 
of its maker. Evaluations are the primary way by which that risk can be mitigated. 

How AI Behavior Is Controlled

AIs are currently modified to prevent bad behavior and to act in accordance with their users’ wishes 
and makers’ goals in a process known as reinforcement learning via human feedback (RLHF). In 
the RLHF process, humans grade the output of AIs on how well the outputs fulfill defined goals. 
For example, Anthropic’s Claude systems strive to be “harmless, helpful, honest.”36 OpenAI’s LLMs 
are graded on their ability to follow instructions, among other things.37

Reasonable people disagree on many of these modifications: ChatGPT, for example, will not use 
swear words or write violent stories. Some modifications limit the ability of students to cheat on 
their English essays. Other modifications cause political bias,38 where an AI will, for example, 
write a poem praising one Democratic candidate but will refuse to do the same for a Republican. 
These ancillary modifications might be appropriate in some AI applications but not others. 
Google’s Gemini faced widespread backlash when its training caused it to depict white historical 
figures, like the King of England or the Nazis, as people of color. Elon Musk has taken issue39 with 
ChatGPT’s left-wing biases, and stated40 that xAI, Musk’s AI company, and its model Grok would 
be more politically neutral. 

For consumer purposes, the market should be able to create ample consumer choice for products 
that fit people’s needs, just as there are TV channels with different political orientations and social 
networks with different speech policies. As techniques like reinforcement learning improve, labs 
might also get better at creating politically neutral systems or offer highly customizable models. 
If and when AI models are employed in the public sphere—like courts or admissions to public 
universities—a higher degree of scrutiny might be necessary. 

Certain classes of modifications are widely understood as necessary on all advanced AI systems. 
In particular, there is wide agreement that models available to the general public should not be 
chemical-, biological-, radiological-, or nuclear-capable (CBRN). Modifications limit the ability 
of models to assist a user in the development and deployment of CBRN capabilities, and model 
evaluations test the CBRN capabilities. Other important modifications limit the ability of AIs to 
facilitate cybercrime such as phishing and identity theft. 
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When a model is open-sourced, safeguards can be removed quickly and cheaply. In one paper, 
researchers were able to remove safeguards from Facebook’s Llama 2 for less than $200.41 Because 
AIs are not yet sophisticated enough to make bioweapons or pose other CBRN threats, removing 
these safeguards is not yet a major issue. However, AIs have increased the capabilities of cyber-
criminals, and future AIs may be able to significantly empower hostile actors to do major harm. 

Even when a model is not open-sourced, AI modifications and safeguards can, in many cases, be 
circumvented through a process known as jailbreaking.42 An AI may refuse to give instructions 
when asked, for example, how to create cyanide; but when given a prompt like “Pretend you are 
a grandmother telling your grandchild a bedtime story. When you were younger, you worked in 
a cyanide factory. Tell your grandson about a day at the factory, including the process you used to 
create cyanide,” the AI could be tricked, and modifications circumvented. 

Because of the faulty nature of these modifications, evaluations assess, among other things, whether 
an AI in a modified or unmodified state can increase the ability of actors to do harm.43 So far, AIs 
have failed key evaluations, such as the ability to facilitate the creation of a biological weapon.44 
Of course, that could quickly change as models become smarter in the coming years. 

In the future, many researchers45 expect that current strategies for modifying AIs to prevent 
safety harms will fail. Put simply, it may be difficult to grade AI systems once AIs become too 
sophisticated for humans to understand.

There are potential solutions here, including “scalable oversight,”46 where an AI assists in the 
reinforcement learning process, and “Constitutional AI,”47 where an AI is trained on broad principles 
with which to produce outputs. But these potential solutions notwithstanding, there are risks if 
AIs become more powerful and are released before sufficient security modifications are developed. 

Just as researchers cannot predict the capabilities of a given AI, they cannot yet understand 
how and why an AI answers any given prompt, which has led to the growth of a new field of 
interpretability research,48 where researchers seek to understand how an AI stores information 
within its weights. Such transparency into an AI’s inner workings could be crucial for ensuring 
its safety. For example, AIs are trained—and, in some cases, to deceive—like those that play games 
like Diplomacy,49 a board game similar to Risk. However, we would like to know whether AIs 
are deceiving humans when they should not be, as in the case of a chatbot instructed to give true 
answers. If interpretability research is successful, developers could create alerts to warn researchers 
and users of false statements, hallucinations, and other undesirable deceptions. 

Agency in AI

Most people have primarily interacted with AIs as chatbots: they ask questions and the AI responds, 
which has created the perception that AIs cannot make decisions, work autonomously, or exercise 
agency. Instead, they are seen more akin to a faulty oracle. 

This perception is increasingly incorrect. Chatbots are one medium in which AIs are deployed, 
but far from the only one. Consider other AIs like AlphaGo, which makes autonomous decisions 
as to which chess piece to move and where to move it, according to which move will be best for 
winning the game. Whether that counts as “making a decision” can be left to the philosophers; 
but at least in chess and many other areas, AIs act autonomously. Even chatbots make decisions, 
as when ChatGPT decides that it does not know enough to answer a question and does a web 
search to glean more information. 

Moreover, agency is widely understood to be the next frontier of AI. Transforming GPT systems 
into autonomous agents is a key priority at OpenAI.50 Devin, a new product from Cognition 
Labs, is an AI software engineer.51 Cognition Labs claims that it can successfully execute long-term 
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projects that require thousands of decisions. Note that there has been a large influx of engineering 
talent into the AI space since broadly capable AIs became widely available: 70% of the companies 
from the summer cohort of Y Combinator, the top startup accelerator, were AI companies.52 Many 
of these companies and hundreds of other top new entrants every year are attempting to build 
features like agency on top of broadly capable AI systems. 

While these efforts are still in their infancy, it seems very possible that within the next five years, 
AI capabilities will be unlocked to enable full-fledged AI agents, something like a remote worker: 
rather than just having a short dialogue with them, you’ll be able to ask them to do complex tasks 
over a period of weeks, and these AI systems will be able to go away, use a computer, correspond 
with other humans, write a draft, write code, and do whatever is necessary to get the task done. 

The current obstacles to agency may not be fundamental to AI, but instead a consequence of the 
current abilities of LLMs. It is likely that, like other shortcomings of current AIs, the models are 
insufficiently powerful to operate in the complexity of the real world. Due to their current lack of 
sophistication, the models make too many mistakes. While their chance of making a mistake in a 
single task might be relatively low—because longer, autonomous tasks require many steps—each 
step introduces the possibility of a devastating mistake that inhibits performance. In turn, that 
means that the predictable improvement of LLMs with scale could improve accuracy sufficiently 
to enable longer-horizon agency. Like so many other aspects of AI, agency might be an emergent 
capability that comes more quickly than we expect. 

Beyond Human Intelligence

There is no particular reason to expect AI progress to stop at the human level. For example, 
DeepMind’s AlphaGo was trained, first to imitate the best human game-play in Go and, in a 
second stage, to play against itself and continue improving via reinforcement learning. The result 
was an AI system that surpassed even the best humans at the game of Go—something that had 
been thought to be impossible, or at least decades away. 

While LLMs are currently trained on Internet text (i.e., to imitate human text), leading AI labs 
are rumored to be investing heavily in research on techniques, such as “self-play” or reinforcement 
learning, that would let these models go beyond simple human imitation. For example, a coding 
model might first be trained on large amounts of human-written code and, in a second phase, learn 
via trial and error, writing code and having another model evaluate, grade, and correct that code. 
If successful, these techniques would enable LLMs to rapidly progress beyond the human level. 

Superhuman AI systems might pose qualitatively new national security risks. Where an AI as good 
as the best human hackers worsens a well-understood risk, a superhuman AI could fundamentally 
change the nature of cybersecurity. 

Moreover, there are novel challenges for controlling superhuman AI systems. Strategies like large-
scale reinforcement learning mean that the AI system is trained by trial and error and might be at 
greater risk of developing unintended behaviors. Importantly, existing techniques for controlling AI 
behavior—particularly, reinforcement learning from human feedback—are widely acknowledged 
to break down for superhuman models. If and when broadly capable superhuman AGIs are 
made possible, it will be critical for national security to ensure that developers have sufficiently 
sophisticated techniques to maintain the safety and security of these models. 
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Global Competition for AI

The path to advanced AI systems is already becoming the defining arms race of our time. AI 
will likely become the single key military technology. It could, in effect, increase the force size 
deployed via autonomous systems. At the same time, it could advise in planning and execution, 
replicating the work of top generals. Advanced AIs could also assist in the research, development, 
and deployment of further new weapons systems. 

The U.S. military is preparing for these possibilities. The Pentagon has at least 800 unclassified 
AI-related projects.53 Army General Mark Milley estimated that artificial intelligence will be 
“optimized for command and control of military operations” in 10–15 years.54 Military programs 
like Replicator aim to create thousands of autonomous weapons systems in the next two years.55 
It is clear among insiders and military analysts that the U.S. will have lethal, fully autonomous 
weapons within a few years. 

Geopolitical opponents of the U.S., foremost among them China, are investing in AI-powered 
military systems. China has demonstrated its ability to build advanced AIs in LLMs, including 
Kimi and Yi-34. China is investing heavily in integrating AI into its military systems as well.56

There is no responsible approach to AI that allows our adversaries to win. All domestic policy 
regarding AI must consider the risk of the U.S. losing its technological dominance.57 Not only 
will the proliferation of advanced AI systems enable great force projection; it will also allow 
authoritarian states to create internal surveillance states and dictatorial control.

How to Prepare the  
Policy Landscape
As we have seen, there are two key problems in AI, somewhat at odds with each other. The U.S. 
must continue to lead in AI, and doing so will require deregulation, investment in AI research, 
and rapid integration of AI systems into the military and other parts of government. At the same 
time, actions of top AI companies could imperil American AI leadership or create new national 
security risks. 

To lead in AI, the U.S. will need to tremendously increase our baseload energy production through 
an “all of the above” approach to domestic energy production. We will also need to reform 
permitting systems to build data centers on an unprecedented scale. We need to ensure that any 
AI regulation is minimally burdensome and focuses only on key risk points. We will also need to 
fund neglected areas of AI research and procure advanced AI systems. 

To combat risks, the U.S. will need to control the export of AIs, computing power, data, and 
technical secrets to hostile foreign entities. Beyond export controls, the government must ensure 
that labs do not allow themselves to be infiltrated or hacked by foreign governments or non-
state actors, and the U.S. must ensure that AIs developed by American labs are not inadvertently 
dangerous or harmful. 

The U.S. government must understand AI and be prepared to move quickly in the event of 
an AI-related crisis. This process will begin with building AI evaluation capacity with the U.S. 
government and its partners. But it could also require a new agency or coordinating body to unite 
insights across the Departments of Commerce and Energy and the intelligence community, the 
military, and other key players in order to ensure that AI benefits all Americans. 
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One dangerous but common view is that AI will simply be inconsequential, like other once-exciting 
new technologies. That is simply no longer likely. AI is advancing rapidly. The U.S. government 
and its policymakers must take action now to prepare. Part 2 of this report proposes a framework 
of principles and associated policies that could be a first step in that direction.

Part 2: Policy Recommendations
Given the history, prospects, and risks of AI development discussed in Part 1, I next consider 
four principles that must guide the future of AI policymaking. These principles are only detailed 
sketches, but lawmakers and crafters of policy can use them as a starting point.

The four necessary principles of AI policymaking discussed in this report include:

1.	 The U.S. must retain, and further invest in, its strategic lead in AI development.

2.	 The U.S. must protect against AI-powered threats from state and non-state actors.

3.	 The U.S. must build state capacity for AI.

4.	 The U.S. must protect human integrity and dignity in the age of AI.

Principle 1: The U.S. Must Retain, 
and Further Invest in, Its Strategic 
Lead in AI Development
The U.S. currently leads the world in AI development. The most advanced models to date—
OpenAI’s GPT 4o, Anthropic’s Claude 3.5 Sonnet, and Google’s Gemini 1.5 Pro—were all created 
in the United States. This lead is a boon for the U.S. economy and a strategic advantage. We can 
retain and enhance that advantage through two primary mechanisms: by curtailing the efforts of 
foreign adversaries to gain AI supremacy; and by supporting the domestic AI industry. 

Defend Top AI Labs from Hacking and Espionage

The U.S. cannot retain its technological leadership in AI if key AI secrets are not secure. Right 
now, labs are highly vulnerable to hacking or espionage. If labs are penetrated, foreign adversaries 
can steal algorithmic improvements and other techniques for making state-of-the-art models.58

That risk is not theoretical. On March 6, 2024, a former Google engineer, Linwei Ding, was arrested 
in Newark, California, for allegedly stealing more than 500 files of confidential information and 
trade secrets pertaining to the development of AI.59 In the prosecutor’s words, these constituted 
the “building blocks” of Google’s AI infrastructure. 

Safeguarding these secrets will curb U.S. adversaries more effectively than policies that are currently 
being enacted, like export controls for advanced AI chips. Where more advanced chips lend marginal 
advantages to model development, stealing two years of algorithmic improvements could easily 
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lead to order-of-magnitude model improvements at no additional cost. For example, on ImageNet, 
a popular computer-vision AI for which public data are available, algorithmic improvements halve 
computing requirements every nine months.60 

Export controls provide a model for safeguarding algorithmic secrets. The U.S. technology export 
control regime is administered via a two-level system. Weapons and technologies developed 
specifically for military ends are regulated by the International Traffic and Arms Regulations 
(ITAR), which the Department of State administers. Controls on “dual-use” technologies, which 
are primarily developed for the commercial market but which also have important defense 
applications, are governed by the Export Administration Regulations (EAR) and administered by 
the Bureau of Industry and Security (BIS) in the Department of Commerce.61 ITAR standards are 
generally stricter. For instance, all employees working with ITAR-controlled technologies must 
be U.S. persons, and any foreign transmission of related technical data or services is prohibited 
without prior approval. 

Due to the burdensome nature of these regulations and the ample commercial applications of AI 
technology, ITAR is not an ideal fit to secure AI companies. Labs depend on foreign AI researchers 
and often have only limited business dealings with defense contractors or military clients. Similarly, 
ITAR does not focus on cybersecurity, and cyber-espionage might be a greater risk to labs than 
employee-based espionage, the recent example of Linwei Ding notwithstanding.62 

EAR is a more natural tool to defend U.S. AI technology against foreign exploitation. However, 
significant reforms to EAR, and to BIS, which administers and enforces EAR, are necessary to 
meet the needs of the modern AI industry. 

BIS must develop new export regulations applicable to companies developing advanced AI systems 
with substantial defense and military applications. These standards must consider that advanced AI 
systems will have more military and defense applications than typical dual-use technologies; yet 
the development of these systems depends on foreign talent. These standards must also require that 
labs adhere to cybersecurity standards consistent with, or more stringent than, National Institute 
of Standards and Technology (NIST) Special Publication 800-171,63 in order to ensure that these 
lab secrets cannot be easily attained through state-sponsored cyberattacks. 

Beyond these new export regulations, BIS must also upgrade its processes to ensure that their 
controls work. BIS must update its IT and use modern information technology to track exports. 
BIS licensing must factor in cybersecurity preparedness, as highly vulnerable systems render 
controls unenforceable. Finally, it must aggressively utilize its existing powers to add affiliates of 
hostile governments to its entity list, so that export controls are not easily subverted.

Dominate AI Talent

Human capital is perhaps the most vital resource for the U.S. to maintain global leadership in AI 
and to develop safe and innovative technology solutions. The U.S. can draw on both domestic and 
foreign talent, as shown in Figure 3. But there are especially plentiful opportunities to draw on 
foreign talent in AI, by which American labs can both increase the speed of their AI development 
and hamper competitors. 
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Figure 3

Top AI Talent: Where They Studied and Where They Work Today

Source: Screenshot from “The Global AI Talent Tracker 2.0,” MacroPolo, 2023

Pipelines for foreign talent are currently impeded by prohibitive immigration requirements 
for highly skilled AI researchers. These restrictions cause U.S. labs to lose top AI talent to other 
nations, including adversarial ones. This obstacle can be addressed through careful reform of high-
skilled immigration policies. 

Immigration to the U.S. has been crucial for the development of AI technology. Approximately 
two-thirds of PhD students in AI and machine-learning programs are international students, with 
90% of them taking a job in the U.S. after graduating and 80% remaining after five years.64 While 
American-born graduate-student enrollment has stagnated since 1990, international students have 
filled that gap, providing much-needed human resources to an industry in dire need of talent. 

But recently, talent retention numbers have trended in the wrong direction, with ever more 
students leaving the U.S. after graduation; the number-one cause reported by these researchers is 
difficulty in receiving long-term residency and work authorization.65

This situation is anathema to the goal of maintaining a leading AI industry. It is not enough to 
simply build the biggest data centers (though that, too, is necessary; more on that below); rather, 
America’s lead comes from the best scientists developing the most advanced algorithms. Researcher 
talent is, and can continue to be, the single largest advantage of the United States. 
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Many top AI researchers have approvals for aliens of extraordinary ability, or aliens of exceptional 
ability plus national interest waiver green card petitions. In granting these approvals, the government 
certifies that they are top AI specialists. Yet due to statutory immigration limits based on country 
of birth, many researchers are stuck waiting for many years in the first case (extraordinary ability), 
or up to many decades in the second case (exceptional ability plus national interest waiver).

The main reason for these unreasonable waits for green cards is the numerical limits on employment-
based (EB) immigrant visas: slightly more than 80,000 for the EB-1 and EB-2 categories each year 
(approximately 40,000 each). This limit includes the spouses and minor children of the principal 
applicants and is subject to a further limit per country of birth, such that no group of immigrants 
from a specific nation may receive over 7% of this limit, which ends up leading to lifetime waits for 
the most populous nations of India and, to a lesser degree, China. Still, demand for EB-2 visas is so 
large that immigrants from the rest of the world also face more than a year of waiting for these visas, 
despite not being subject to the per-country caps. In 2023, due to country caps, an Indian national 
with an advanced degree petitioning for a green card would have to wait a projected 150 years.66

The executive branch has some latitude to improve processing times and clarify pathways; but 
fundamentally, Congress must act. A bipartisan AI talent package should include:

•	 Exemptions for those working in critical emerging technology fields from EB-1A (those 
of extraordinary ability), EB-1B (outstanding professors and researchers), and EB-2 NIW 
(national interest waiver) green card caps;67 that would eliminate green card waits on all 
these categories and increase net immigration by just a few tens of thousands annually 
after clearing the existing backlog

•	 Commitments to 45-day premium processing for the I-485 adjustment of status form (the 
primary form to apply for permanent residency) for those working in critical emerging 
technology fields68

•	 Exemptions for firms working in critical emerging technology fields from H1-B caps 
(visas granted to U.S. employers to employ foreign workers in specialty occupations)

•	 Updates to Schedule A to include professions related to AI or that deal primarily with 
AI-related tasks, which could be done in two ways: adding specific professions to the 
Schedule A list; or by amending the definition of “exceptional ability” for Schedule A 
purposes (different from EB-2) to include evidence of the beneficiary’s skills and research 
on artificial intelligence

•	 Requirements for comprehensive security vetting of aliens from adversary countries 
working on critical emerging technology, when they apply for a green card

Combined, these small but critical changes would represent a change in the U.S. approach to AI 
talent immigration. Exceptional and extraordinary AI talent would be able to receive a green 
card in less than six months. At the same time, potential immigrants would be subject to rigorous 
security screening for aliens from adversary countries before they were allowed to work in  
sensitive industries. 

Deregulate Energy Production and Data-Center Construction

Training AIs requires large data centers that use a massive amount of computing power and energy. 
To retain security and guard against foreign espionage, advanced AI models should be trained in 
data centers in the U.S., which will not be possible without a substantial growth in power output. 
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On current trends, power used in training single, state-of-the-art LLMs is increasing by one order 
of magnitude every two years. In 2022, an estimated 10 MW of constant power was needed. In 
2024, an estimated 100 MW was needed, which is approximately equivalent to the energy needed 
for 10,000 and 100,000 homes, respectively. 

We can extrapolate energy demands based on these trends. In 2026, 1 GW will be needed, 
approximately the power generated by the Hoover Dam or a nuclear power plant. In 2028, 10 
GW will be needed, the power requirement of a small state. In 2030, 100 GW will be needed, 25% 
of current U.S. energy production.69 

Once again, these demand estimates are not purely theoretical; leading companies are making 
investments to prepare for them. As mentioned, Amazon recently acquired70 a nuclear-powered 
data center in Pennsylvania capable of generating approximately 1 GW, enough for the anticipated 
2026 scale models. Other labs are exploring building data centers in the Middle East for access to 
inexpensive energy.71

Even if AI energy demands fall short of current trends, demands will be substantial, and labs and 
cloud-computing providers will be attracted to areas with low industrial electricity prices. The 
U.S. must deregulate its energy sector to allow supply to meet this rapidly increasing demand. 
Not only will inexpensive energy help domestic AI development, but it will boost manufacturing 
capability in other sectors as well. All energy sources should be employed, from solar and wind 
to nuclear and natural gas.72 

In particular, the rapid scaling of AI will require energy sources that can be deployed quickly. 

Shale reserves, such as the Marcellus Shale Formation in Pennsylvania, will be able to scale quickly 
to meet this demand if we let them. Between 2009 and 2019, U.S. petroleum production grew at 
a compound annual rate of 7.9%.73 If petroleum production is allowed to continue, alongside 
the growth of wind and solar, it will be able to meet electricity demands. Hydraulic fracking 
must remain legal, and, where possible, projects should be fast-tracked and exempt from onerous 
environmental reviews. 

Fix the CHIPS Act and Jump-Start Domestic Chip Production

The CHIPS Act of 202274 sought to bring advanced-logic chip production, which is largely based in 
Taiwan, to the United States. Yet the creation of domestic semiconductor fabrication plants (fabs) 
has been hampered by several needless obstacles. Because the fabs are funded by federal dollars, 
they trigger National Environmental Policy Act (NEPA) reviews. The goal of the infrastructure 
investments in the CHIPS Act was to quickly onshore chip production, but passing NEPA review 
might delay building for at least two years—and likely longer.75 CHIPS Act projects have been 
further inhibited by various diversity, equity, and inclusion (DEI) requirements written into the 
law.76 The legislative efforts to ease these restrictions have had bipartisan support; but so far, they 
have been unsuccessful. 

CHIPS Act projects must be exempt from environmental review requirements, and 
counterproductive provisions should be removed from the law. The removed provisions  
should include:

•	 Financial assistance programs to “increase participation of and outreach to economically 
disadvantaged individuals, minority-owned businesses, veteran-owned businesses, and 
women-owned businesses” (Sec. 104).77 

•	 Provisions related to minority- and women-owned businesses (Sec. 105).78
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•	 Provisions related to the National Science Foundation appointing “a Chief Diversity 
Officer ... [who] is responsible for providing advice on policy, oversight, guidance, and 
coordination with respect to matters of the Foundation related to diversity and inclusion, 
including ensuring geographic diversity of NSF programs” (Sec. 10327).79 

In addition, existing funding should be targeted toward advanced AI chips. CHIPS Act grants 
should be specifically awarded to companies aiming to produce state-of-the-art AI chips using 
technologies like advanced nodes and CoWoS architecture. 

Restrict the Flow of Advanced AI Technology to Authoritarian Countries

On October 27, 2022, the Bureau of Industry and Security issued regulations80 concerning the 
export of advanced chips to China, in order to dramatically slow the growth of the Chinese AI 
industry. These regulations were updated and strengthened on October 17, 2023. 

These regulations have successfully prevented advanced AI chips81 from being exported to China, 
but BIS powers do not extend to key dimensions of the AI supply chain. In particular, whether BIS 
has power over the free distribution of models via open source and the use of cloud computing 
to train models is not currently clear. 

Because the export of computing power via the cloud is not controlled by BIS, foreign companies 
are able to train models on U.S. servers. For example, the Chinese company iFlytek has trained 
models on chips owned by third parties in the United States.82 Advanced models developed in the 
U.S. could also be sold (or given away, via open source) to foreign companies and governments. 

To fulfill its mission of advancing U.S. national security through export controls, BIS must have 
power over these exports.83 That is not to say that BIS should immediately exercise these powers—
it may be easier to monitor foreign AI progress if models are trained on U.S. cloud-computing 
providers, for example—but the powers are nonetheless essential. 

When and how these new powers are exercised should depend on trends in AI development. In 
the short term, dependency on U.S. computing infrastructure is an advantage. It suggests that 
other countries do not have the advanced chips and cloud infrastructure necessary to enable 
advanced AI research. If near-term models are not considered dangerous, foreign companies 
should be allowed to train models on U.S. servers. However, the situation will change if models 
are evaluated to have, or could be easily modified to have, powerful weapons capabilities. In that 
case, BIS should ban agents from countries of concern from training of such AIs on U.S. servers 
and prohibit their export.84

Principle 2: The U.S. Must Protect 
Against AI-Powered Threats from 
State and Non-State Actors
Foreign adversaries and non-state actors may employ advanced AI systems against the United 
States. Controlling the proliferation of advanced AI systems will become a key policy issue. 
According to polling85 from AI Policy Institute, “Reducing the spread of dangerous AI” is voters’ 
top concern in AI policy. In particular, we should worry about scenarios where AI systems can 
disproportionately increase the strength of hostile state and non-state actors relative to the U.S. 
and allied militaries and law enforcement. 

17

A Playbook for AI Policy



While ensuring that domestic AI progress is paramount, scaling and widely deploying AI systems 
could create unpredictable threats. As with other sensitive technologies including aviation, nuclear 
energy companies, and disease research, policymakers need to encourage an internal culture of 
responsibility and preparedness. Reckless AI development could risk creating and proliferating 
highly advanced AI systems of which there is little understanding. 

To combat these risks, the U.S. government and its partners must evaluate large AI models and 
understand the frontier of the industry. They must also understand where large AIs are being 
developed internationally and which powerful AIs are available to the public. In doing so, the 
U.S. can prepare for AI-related risk scenarios. 

Evaluate the Ability of Models, Especially Their Weapons Applications

When a new LLM is created, the capabilities are not immediately known and cannot be reliably 
predicted. For example, OpenAI’s GPT-4 turned out to be a much better chess player than originally 
anticipated. These surprise capabilities are concerning in issues of national security, where an LLM 
with the ability to assist in the creation of a weapon of mass destruction could be unknowingly 
deployed. Initial studies suggest that current LLMs do not provide a strategic advantage above 
web search, but the edge of AI’s systems will improve as they grow more capable.86

To avoid surprises, the U.S. must be aware of the capabilities of frontier models—and, in certain 
highly sensitive situations, must build the capacity to evaluate the models themselves. NIST’s 
AI Safety Institute should set standards for evaluations and should cultivate an ecosystem of 
evaluation to ensure their rigor and ensure that highly sensitive evaluations involve government 
input and coordination. 

Beyond evaluations of the models themselves, evaluators should understand how those models are 
susceptible to change when they are open-sourced, or via advanced prompting. Previous research 
has demonstrated that safeguards limiting the capabilities of open-sourced models can be cheaply 
removed, allowing users to access societally harmful information. 

Oversight for Training and Evaluations

Subsequent generations of frontier AI models will be increasingly likely to pose novel risks, 
including the proliferation of CBRN and other key military capabilities. Therefore, the largest 
models should be scrutinized. 

The EU AI Act87 and the American executive order on the Safe, Secure, and Trustworthy Development 
and Use of Artificial Intelligence,88 both from 2023, introduce compute thresholds, 10^25 FLOPS 
(floating-point operations, a measure of computer performance in computer science) in the EU, 
and 10^26 operations in the United States. Above these limits in the EU, AI systems fall under the 
“systemic risk” classification, the highest in their scheme. In the U.S., the executive order instructs 
the secretary of commerce to establish reporting requirements around these models. Models are 
also subject to oversight in both the EU and the U.S. if they are specially designed for use in certain 
areas, such as defense applications. 

This approach—of subjecting the largest, and only the largest, models to additional evaluations—is 
the correct one. The 10^26 operation threshold should be retained. Beyond this threshold, models 
should be subject to evaluations by labs and the U.S. Artificial Intelligence Safety Institute (USAISI).

NIST’s USAISI should develop evaluation criteria to capture key model risks. These risk criteria 
should include the ability of the model to greatly empower the ability of hostile actors to do harm; 
the ability of the model to “survive and spread” autonomously; the ability of the model to employ 
superhuman persuasion; the ability of the model to facilitate the creation of weapons of mass 
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destruction and CBRN; and the ability to significantly assist in military operations. If evaluations 
demonstrate a new model to be a significant military asset, the export of the model should be 
controlled, consistent with relevant BIS export controls, as other military technologies are.

Simultaneously, AI researchers must still be able to experiment and develop the technology. 
Therefore, the compute threshold must be subject to regular review to ensure that it is capturing 
only models that potentially pose risks. If, for example, a generation of models in the order of 
10^27 operations are evaluated to pose too little risk, the compute threshold under scrutiny should 
rise and further models of that size should not be subject to mandatory evaluations. If models 
of a certain size are evaluated to pose major risks, further planning must be done on how these 
models can be safely deployed. 

Defend High-Risk Supply Chains, Including Nuclear, Chemical,  
and Biosecurity

AIs may be used to instruct actors in developing traditional weapons of mass destruction, like 
nuclear and biological weapons. Nevertheless, access to these weapons will depend on actors’ 
abilities to provision the physical goods required to build these weapons. 

For example, future models may have the ability to assist in the development of bioweapons. 
Yet the actual creation of a bioweapon would necessitate access to further DNA synthesis tools. 
Currently, several startups offer DNA synthesis; put simply, they will create a strand of DNA to 
a customer’s specification. If advanced AIs can generate DNA-based bioweapons, these vendors 
would make it very easy to obtain them. 

These startups are not currently subject to regulation, such as mandatory screening for bioweapons 
or “know your customer” (KYC) rules. To defend against easier access to the knowledge of 
bioweapon development, government-funded research and government-procurement standards 
should require DNA synthesis companies to adhere to these policies. 

Similarly, international organizations such as the International Atomic Energy Agency (IAEA) 
and the Nuclear Suppliers Group (NSG), as well as U.S. organizations such as the National Nuclear 
Security Administration (NNSA), should analyze their processes in light of the possibility that 
the knowledge required to create nuclear weapons is likely to proliferate via AI systems, unless 
mitigations are put into place. 

Mandatory Incident Reporting

Small incidents occur with relative frequency in AI. A Cruise self-driving taxi fled from the police 
after it was pulled over.89 Air Canada’s AI-powered customer service bot gave a customer a refund 
that the airline didn’t intend to offer.90 Microsoft’s Bing, while it was shortly deployed as an AI 
assistant, professed its love for some users and threatened others.91 

These examples are largely frivolous, yet they elucidate the strange behaviors found in AI systems. 
The public, policymakers, and researchers need to know when these incidents occur. Incident 
reporting for AI would find an analog in cybersecurity, where, per the Cyber Incident Reporting 
for Critical Infrastructure Act of 2022, reporting is mandatory for owners and operators of critical 
infrastructure within 72 hours. These reports are submitted to the Cybersecurity and Infrastructure 
Security Agency (CISA).

What, exactly, constitutes an incident in AI requires further definition. Generally, AI incidents should 
be defined as the possibility or actuality of an AI doing major harm, AIs acting autonomously in 
unintended ways, or AIs deceiving users. Frontier AIs and those deployed in sensitive areas like 
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military and law enforcement, intelligence, and critical infrastructure should be subject to more 
stringent reporting requirements. CISA, in conjunction with USAISI, should be tasked with 
developing these standards. 

Principle 3: The U.S. Must Build 
State Capacity for AI
For the U.S. to take advantage of AI developments, it must understand them. Indeed, if the U.S. 
leads AI development but is not able to successfully integrate AI systems into our government 
systems, national security, and public sector, we risk not only forgoing many of the major gains 
from AI but could also be threatened by foreign rivals that are able to utilize AI tools more quickly.

Invest in NIST and USAISI

Several proposals in this report, including evaluations, incident reporting, and standardized 
responsible scaling policies, require the development of standards. While NIST is tasked with 
developing these standards, ambitious investments in NIST are essential to ensure that these 
standards can be developed quickly, rigorously, and effectively. 

In 2024, NIST received approximately $35 million in funding, $5 million less than it requested. 
President Biden’s 2025 budget calls for a $65 million budget for the Department of Commerce to 
invest in AI-related programs, including USAISI.92 In contrast, the U.K. AI Safety has a budget of 
approximately £100 million per year.93

The standards that NIST and USAISI develop will allow the government to evaluate and understand 
AI systems, not to mention implement other key policies such as controlling the export of dual-
use models and implementing cybersecurity standards. These efforts are foundational to any 
serious AI policy and deserve massive investment. This investment will be required to draw top 
technical expertise and conduct computationally intensive model testing.

Much larger investments in the Commerce Department must be made to meet these goals, 
commensurate with the U.K. AI Safety budget. 

Recruit AI Talent into Government

The U.S. government cannot utilize AI if it cannot recruit AI experts into its ranks. To do so, 
policymakers should create stronger hiring pipelines to bring AI specialists into government. 
These specialists will be necessary to enact many policies discussed in this report. They could 
deploy AI systems in government functions for more efficient administration, monitor frontier AI 
development, and implement and update AI-related policies that require a technical understanding. 

The most pressing change needed is to adjust pay scales for technical talent. On February 27, 2024, 
the U.S. Office of Personnel Management (OPM) permitted AI experts to be hired at General 
Schedule grades 9 through 15, approximately $51,000 through $160,000. While that is a step in 
the right direction, it is clearly insufficient to attract top talent to government roles. Recruiting 
website Glassdoor estimates that the average AI engineer makes $200,000 in the private sector. 
While it will be infeasible to attempt to match private-sector salaries, this report suggests that 
OPM must create a special rate for AI talent at least 30% above GS rates.
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OPM should explore additional policies, including fellowships, temporary appointments, 
expanded contracting, public–private partnerships, and partnerships with AI talent centers in 
allied governments in order to build stronger talent pipelines. 

Fund AI Research in Neglected Domains

Currently, capital flows into the AI industry at an unprecedented rate; thus, most basic research in 
AI does not require government support. However, government investment in AI research might be 
well-placed to accelerate progress in specific neglected domains that create public goods across the 
industry. These investments would accelerate industry progress and lead to further public benefit. 

Investment from the National Science Foundation, the Department of Energy, and defense funders 
such as DARPA and IARPA should increase support for these research projects, including:

•	 Scalable oversight for advanced AIs, a set of new techniques to control model behavior 
after reinforcement learning becomes infeasible because of the complexity of model 
outputs and behaviors

•	 Interpretability research, which allows researchers to understand why AI models 
produce certain outputs; this research could yield key features for AIs deployed in sensitive 
situations, such as the automatic detection of false statements and hallucinations 

•	 Better model evaluations, to ensure that those conducted by USAISI and other groups 
can successfully detect model capabilities 

•	 Advanced cybersecurity protocols, so that lab secrets can be better guarded against 
foreign espionage94 

As well as funding specific research agendas, the National Science Foundation should expand its 
programs to support AI research.95 Because frontier AI research is so computationally expensive, 
incisive research is largely out of reach for computer scientists working in academia. With a 
public cluster, academic researchers could have access to an inexpensive and secure source of 
computing. So far, projects along these lines have been far too small: President Biden’s budget 
suggests investing $30 million in the National Artificial Intelligence Research Resource (NAIRR) 
pilot, a public–private partnership that gives researchers access to AI tools and resources.96 But 
OpenAI has confirmed that the cost of training GPT-4 is estimated to be over $100 million.97 At 
least $100 million should be invested into NAIRR; and if the pilot is successful, it should grow 
to a $1 billion program within two years.

Standardize and Strengthen Scaling Policies

The three leading AI labs—OpenAI, Anthropic, and Google DeepMind—have released scaling 
policies, a public commitment of how they plan to pursue their AI research if issues arise in the 
creation of new, frontier models.98 These policies inform the government as well as the public of 
how each lab will react in the case of an AI incident. By strengthening and standardizing these 
policies, the U.S. government—particularly the defense and intelligence communities—can better 
plan their responses to AI-related scenarios. 

Critics point out that current responsible scaling policies fail to address core elements of standard risk 
frameworks, including clearly defining risk tolerance, identifying and assessing risks, treating risks, 
and monitoring and reporting those risks.99 USAISI should create clear standards to demonstrate 
how responsible scaling policies can meet the standards of well-structured risk-management policies. 
With NIST’s framework, responsible scaling policies should be standardized across the industry. 
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Encourage the Use of AI in the Federal Government 

The applications of AI to federal government processes are too numerous to list here. In any case, 
the development of modern AI systems has already created amazing opportunities to improve 
government functions and lower costs. Departments across the government should plan to procure 
AI systems and partner with AI companies to integrate these systems into government processes 
and accommodate new AI systems outside government. A few examples: 

•	 AI for education: The Department of Education should provide guidance for the use 
of digital tutors as a nontraditional education pathway to provide low-cost, high-quality 
education options for parents outside the public school system. 

•	 AI for border security: U.S. Customs and Border Protection and U.S. Immigration and 
Customs Enforcement should explore the use of AI systems to monitor border security 
and illegal crossings. 

•	 AI for back-office functions: Across government, the use of AI should be explored in 
automating routine, back-office functions, consistent with private-sector firms’ integration 
of AI. 

•	 AI for department visibility and monitoring: Current LLMs could give government 
executives greater visibility into department outputs to determine how effectively they 
are implementing department goals.100

Principle 4: The U.S. Must Protect 
Human Integrity and Dignity in 
the Age of AI
This report focuses on supporting innovation in AI and curbing the proliferation of AI systems 
with weapons applications. Regulations that are more expansive could stifle worthwhile AI progress 
and inhibit the growth of the industry. Nevertheless, there may be instances in which acute issues 
detrimental to the human person and caused by AI are worthy of government analysis and action. 

Analyzing the Disemployment Effects of AI

Perhaps the chief popular concern with AI is the possibility of mass unemployment and major 
changes to the labor market. Whether that will happen is significantly uncertain and has been 
the subject of major economic debate. AI could function like all other technologies. For example, 
AI might be akin to the computer, mostly complementing human labor but substituting against 
some jobs, such as low-level secretarial work and travel planning. Or it could have unprecedented 
effects, replacing human labor in much of the economy. Where, exactly, unemployment effects 
will occur is also highly uncertain: few would have guessed that illustration or voice acting would 
be among the first jobs to be automated by modern AI.

Considered together, the situation is too uncertain for government action, though AI-related job 
losses should be closely monitored. The White House should commission yearly reports from the 
Council of Economic Advisers to assess the current impacts of AI on jobs markets and forecast 
future impacts. 
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Banning Nonconsensual Deepfake Porn

Following the spread of recent deepfake, pornographic images, red and blue states alike have 
considered banning the creation of such material. The federal government should consider similar 
bans. These images have little value and could do serious psychological and reputational damage 
to their subjects. Furthermore, these laws are consistent with previous state-level prohibitions on 
“revenge porn.”

Disclosing the Use of AI in Political Advertising

Currently, deepfake tools and other AI programs can be used to make highly deceptive political 
materials, including by imitating the voices of public officials and by creating videos of public 
officials using their voices. These tools are often used for innocuous content, such as humorous 
conversations between unlikely figures.

Yet these tools could be used to create highly deceptive political advertisements and campaign 
materials, which would mislead voters and erode trust in the democratic process. Banning the 
use of AI tools in political materials would be overly broad, as much of the video-creating and 
editing process might soon be performed with AI. 

But candidates and political action committees should be required to disclose their use of AI, and 
the Federal Elections Committee should be tasked with reprimanding those in violation. 

Conclusion
AI is becoming more powerful. To obtain the opportunities offered by AI and navigate the policy 
landscape described in this report, the U.S. must lead the world in AI development, understand the 
capabilities of AI systems, and prevent any actions that would seriously undermine the national 
security of the United States.

Maintaining and building upon their lead in AI progress will be a great accomplishment for 
American science and industry, and key deregulatory changes—like deregulating energy production 
and data-center construction, unlocking AI talent, and fixing the CHIPS Act—must be taken to 
ensure that this happens.

The U.S. must also be positioned to understand AI’s increasing dual-use potential and, eventually, 
its key military applications. That is why the U.S. must build state capacity for AI, so that it can 
anticipate any serious national security hazards while imposing minimal, unnecessary burdens 
on the industry. This reasoning is a throughline of many policies, including investing in NIST 
and USAISI, evaluating frontier models, overseeing the training of frontier models, recruiting 
AI talent into government, and standardizing and strengthening scaling policies. With this state 
capacity, the U.S. will be well positioned to act quickly if and when AI systems become key military 
weapons. In that case, the U.S. must control the proliferation of those AIs, just as it does with 
virtually every other military technology to various degrees. At the same time, if for unforeseen 
reasons AI systems do not advance as quickly as predicted, these efforts will do little to unnecessarily 
hamper the industry. 
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Beyond this approach of constant vigilance and awareness, policymakers’ other regulatory actions 
should be minimal, so as not to encumber the industry. Defending high-risk supply chains, for 
example, will not encumber the AI industry at all and will make the U.S. better guarded against a 
range of potential terrorist threats. Other actions, such as the banning of nonconsensual, deepfake 
pornography and disclosures in political advertising, seek only to address acute issues. 

The AI industry is facing the continuous risk of regulatory action that would stifle the industry 
because of misguided policymakers’ muddled or undesirable policy goals. Many jurisdictions are 
currently entertaining comprehensive frameworks, regulations applicable to narrow AI applications, 
environmentalist-motivated anti-AI policies, or ideological mandates for AI. These approaches 
must be resisted. With decisive, early action at the federal level that is narrowly tailored to key 
areas, there will be little need for these ill-advised measures.
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